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Abstract

This paper investigates the tenability of wavefunction realism, according to which the quantum mechanical wavefunction is not just a convenient predictive tool, but is a real entity figuring in physical explanations of our measurement results. An apparent difficulty with this position is that the wavefunction exists in a many-dimensional configuration space, whereas the world appears to us to be three-dimensional. I consider the arguments that have been given for and against the tenability of wavefunction realism, and note that both the proponents and opponents assume that quantum mechanical configuration space is many-dimensional in exactly the same sense in which classical space is three-dimensional. I argue that this assumption is mistaken, and that configuration space can be taken as three-dimensional in a relevant sense. I conclude that wavefunction realism is far less problematic than it has been taken to be.

1. Introduction

Much (perhaps most) of the considerable recent literature on the foundations of quantum mechanics concerns the apparent non-locality of the theory. This attention is well deserved; any conflict between quantum mechanics and relativity is a deeply troubling matter. But an arguably equally troubling issue that is just beginning to receive the attention it deserves concerns the dimensionality of the world according to quantum mechanics. The quantum mechanical wavefunction does not occupy ordinary three-dimensional space; for an N-particle system, it occupies a 3N-dimensional configuration space. The observable part of the universe contains about 1080 particles, and recent measurements suggest that the universe as a whole is infinite in extent and contains an infinite number of particles (Tegmark 2002). So the universal wavefunction is a many-dimensional, probably infinite-dimensional object.

The significance of this fact, not surprisingly, depends on one’s general attitude towards scientific theories. An out-and-out instrumentalist might say that since the wavefunction is simply a tool for calculating measurement outcomes, the dimensionality of the wavefunction is of no import. But anyone who takes a more literal attitude towards scientific theories has to take the dimensionality of the wavefunction more seriously. The wavefunction figures in quantum mechanics in much the same way that particle configurations figure in classical mechanics; its evolution over time successfully explains our observations. So absent some compelling argument to the contrary, the prima facie conclusion is that the wavefunction should be accorded the same status that we used to accord to particle configurations. Realists, then, should regard the wavefunction as part of the basic furniture of the world. And even empiricists should be interested in wavefunction realism, insofar as they are interested in “how the world could be the way that the theory says it is” (van Fraassen 1991, 337).

This conclusion is independent of the theoretical choices one might make in response to the measurement problem; whether one supplements the wavefunction with hidden variables (Bohm 1952), supplements the dynamics with a collapse mechanism (Ghirardi, Rimini and Weber 1986), or neither (Everett 1957), it is the wavefunction that plays the central explanatory and predictive role. In other words, a literal reading of quantum mechanics apparently entails that the world we live in does not have the three dimensions we take it to have, but in fact has at least 1080 dimensions, and perhaps an infinite number of dimensions.


The question I address in this paper is whether this many-dimensional ontology is tenable. There are two general strategies for addressing this issue that have been staked out in the literature. The first involves coming up with a story about how a many-dimensional world can nevertheless appear three-dimensional to its inhabitants, and arguing on that basis that a wavefunction ontology is adequate to explain our experience. The second involves arguing that no such story is possible, and hence that the wavefunction ontology must be replaced or supplemented by an ontology of genuine three-dimensional objects. After reviewing these strategies, I argue that both of them rest on a false premise, namely that the quantum mechanical wavefunction is many-dimensional in exactly the same sense in which the objects of classical mechanics are three-dimensional. After untangling the different senses of “dimension” as it applies to the wavefunction, I conclude that there is a relevant sense in which it is a three-dimensional object after all. Hence wavefunction realism is nowhere near as troubling as it might seem; the world we live in appears to be three-dimensional because, in the relevant sense, it really is. First, though, I need to make the case that wavefunction realism does initially seem troubling.

2. Non-separability

While the problem of the many-dimensional nature of the wavefunction has not received much attention in the philosophical literature, the source of the trouble has received plenty of attention. The source is the much-discussed non-separability of quantum mechanical states. In classical mechanics, the state of a system of N particles can be represented as a point in a 3N-dimensional configuration space; the values of the first three coordinates represent the position of particle 1, and so on for the other particles. Classically, the configuration space representation can be regarded as simply a convenient summary of the positions of all the particles; the positions of the particles determine the configuration space point, and vice versa. But quantum mechanically, things are not so simple; there is information in the configuration space representation of the wavefunction that is not present in the individual wavefunctions for the particles.


As a simple example, consider two particles moving in one dimension. Figure 1 shows a situation in which the wavefunction intensity for each particle is concentrated equally in two regions, A and B. The precise mechanism via which this wavefunction intensity produces measurement results depends on the solution to the measurement problem, but all the solutions agree that the wavefunction intensity is connected to the distribution of outcomes via the Born rule; indeed, this is required for any quantum mechanical theory to be empirically adequate. For the wavefunctions depicted in figure 1, the Born rule entails that for each particle, there is a 50% chance of finding it in region A on measurement, and a 50% chance of finding it in region B.
Now consider the configuration space diagrams in figure 2. In each case, the vertical axis represents the position coordinate of particle 1 and the horizontal axis represents the position coordinate of particle 2. The shaded areas represent regions of configuration space in which the wavefunction intensity is large; you can think of each such region as a peak coming out of the page. The wavefunctions for the individual particles can be recovered from the configuration space diagrams by projecting onto the coordinates of the particle; roughly and intuitively, the intensity associated with each point in the position coordinate of particle 1 (particle 2) is obtained by summing the intensity along a horizontal (vertical) line through that point.


The important thing to note about the three configuration space diagrams is that they all generate precisely the same wavefunctions when projected into the coordinates of the individual particles—precisely those of figure 1. So the Born rule entails that in each case there is a 50% chance of finding particle 1 in each region on measurement, and similarly for particle 2. But despite this, the three diagrams do not represent the same state of the particle pair. Diagrams (a) and (b) represent entangled states of the system. Diagram (a) represents a state in which the locations of the two particles are perfectly correlated; one can predict with certainty that particle 1 and particle 2 will be found in the same location. Diagram (b) represents a state in which the particles are perfectly anticorrelated; one can predict with certainty that the two particles will be found in different locations. Diagram (c), on the other hand, represents an unentangled state; the locations of the two particles are uncorrelated, and the probabilities for the location of the two particles are completely independent.


For the wavefunction realist, the differences between diagrams (a), (b) and (c) are not merely differences in our knowledge of the state of the particles. They are actual differences in the distribution of the wavefunction-stuff that makes up the two-particle system, differences that explain the correlations we observe. But note that these differences are not preserved if we separate the wavefunction into the coordinates of the individual particles; the resulting individual particle wavefunctions, as we have seen, are identical for all three configuration space wavefunctions. So unlike in the classical case, we cannot regard the configuration space representation merely as a convenient summary of the individual particle states; there are physical properties of the two-particle system that are only captured in the configuration space representation. So wavefunction realism commits us to the existence of a configuration space entity as a basic physical ingredient of the world.


The simple system we have been working with so far contains two particles moving in one dimension each. But as noted above, the full configuration space representation of the universal wavefunction requires 3N dimensions, where N is the number of particles in the universe. Furthermore, entanglement is a ubiquitous feature of quantum systems; it is not just pairs of particles that have entangled states, but arbitrarily complex systems of particles. So by arguments just like those given above, the physical properties of the universe include irreducible properties of a 3N-dimensional object—properties that cannot be represented in terms of N particles moving in three-dimensional space. The inescapable conclusion for the wavefunction realist seems to be that the world has 3N dimensions; and the immediate problem this raises is explaining how this conclusion is consistent with our experience of a three-dimensional world.

3. The instantaneous solution

The first clear recognition of both the strong prima facie argument for wavefunction realism and its problematic nature appears in the works of John Bell. Bell’s comments on this topic occur both in his discussions of Bohm’s (1952) hidden variable theory and his discussions of Ghirardi, Rimini and Weber’s (1986) spontaneous collapse theory. Concerning Bohm’s theory, he writes, “No one can understand this theory until he is willing to think of [the wavefunction] as a real objective field rather than just a ‘probability amplitude’. Even though it propagates not in 3-space but in 3N-space” (1987, 128). Concerning the GRW theory, he writes, “There is nothing in this theory but the wavefunction. It is in the wavefunction that we must find an image of the physical world, and in particular of the arrangement of things in ordinary three-dimensional space. But the wavefunction as a whole lives in a much bigger space, of 3N dimensions” (1987, 204). Clearly the same can be said of Everett’s (1957) no-collapse approach, and indeed Bell notes in passing that in Everett’s theory “the wave is in configuration space, rather than ordinary three-space” (1987, 134).


How is the 3N-dimensional nature of the underlying quantum mechanical reality to be reconciled with the three-dimensional nature of our experience? Bell discusses the solution in the case of Bohm’s theory at some length. The key is that the wavefunction by itself does not constitute a complete representation of the world; it is supplemented by a “hidden variable”, which specifies a point in the 3N-dimensional space occupied by the wavefunction. This point has 3N coordinates, which can be interpreted as the position coordinates of N particles in an ordinary three-dimensional space. It is this point, rather than the wavefunction as a whole, that determines the results of our measurements, or more generally, the nature of our experience at a time. Bell was fond of noting the irony in the terminology; it is the so-called “hidden variable” that we directly experience, and the wavefunction that lies behind the scenes (1987, 128).


Bell’s comments concerning the GRW theory are more brief, but the solution is along the same lines. In the case of the GRW theory there is no “hidden variable”, but rather it is the spontaneous collapse mechanism that underpins our experience of a three-dimensional world. Each collapse concentrates the wavefunction intensity around particular values for three of the wavefunction’s 3N dimensions, and these values can be interpreted as a point in three-dimensional space. Bell postulates that “a piece of matter then is a galaxy of such events” (1987, 205); our experience of ordinary objects is built up out of a series of collapse events, each of which can be regarded as specifying a location in three-dimensional space.


Similarly, one can extract from Bell’s brief comments a related solution for Everett’s theory. For Bohm’s theory, a single point in configuration space determines our experiences of a three-dimensional world; the rest of the wavefunction is not relevant to our experience right now. For Everett’s theory, each point in configuration space performs a similar function; each point can be interpreted as specifying the positions of N particles in a three-dimensional space, and where the particle configuration is such that there are observers, it specifies the experiences of those observers as well. The difference between Bohm’s theory and Everett’s is that where the former has a single set of observers, the latter has multiple sets of observers existing simultaneously. But in each case, the experiences of the observers are of arrangements of objects in a three-dimensional space.


All these solutions attempt to show how the 3N-dimensional wavefunction at a particular instant can underpin our experiences of a three-dimensional world at that instant. However, solutions of this kind face a serious objection, which has been forcefully argued by Bradley Monton (2002). The heart of Monton’s objection is that a point in configuration space does not, in fact, specify an arrangement of objects in ordinary three-dimensional space, as Bell’s solutions require. A point in configuration space is given by specifying the values of 3N parameters, but nothing intrinsic to the space specifies which parameters correspond to which particles in three-dimensional space. In order to specify a configuration of particles in three-dimensional space, a particular correspondence between parameters and particles must be added to the wavefunction representation.


Monton’s point can be expressed in terms of coordinate transformations. As a simple illustration, consider a six-dimensional space. Suppose a point in the space is represented in a particular Cartesian coordinate system as (0, 1, 2, 0, 1, 2). But the choice of coordinate system is arbitrary; by switching the first two axes, for example, the point could equally well be represented as (1, 0, 2, 0, 1, 2), or by shifting the origin in the first coordinate axis it could be represented as (5, 1, 2, 0, 1, 2). The choice of coordinate system makes no difference as far as describing objects in the space goes; for example, the distance between any two six-dimensional points is invariant under such transformations. But now suppose one tries to interpret the six dimensional point as representing the coordinates of two particles in a three-dimensional space, where first, second and third coordinates represent the x, y and z coordinates of particle 1 (respectively), and the fourth, fifth and sixth coordinates represent the x, y and z coordinates of particle 2 (respectively). The resultant three-dimensional particle configuration is not invariant under the coordinate transformation; the original coordinates put the two particles at the same point, whereas the transformed coordinates do not. So since there is no preferred coordinatization of the six-dimensional space, a point in such a space does not by itself pick out a three-dimensional particle configuration.


Monton’s objection applies quite generally to attempts to extract an image of a three-dimensional world from the instantaneous state of a 3N-dimensional system. But perhaps it is not the wavefunction state right now that underpins my experience of a three-dimensional world; perhaps it is the dynamical evolution of the wavefunction over time that does the job. This is the possibility to which I now turn.

4. The dynamical solution

The dynamical solution to the problem of wavefunction realism can be found in a paper by David Albert (1996). Albert is quite clear about the nature of the problem:

…the space in which any realistic interpretation of quantum mechanics is necessarily going to depict the history of the world as playing itself out … is configuration-space. And whatever impression we have to the contrary (whatever impression we have, say, of living in a three-dimensional space, or in a four-dimensional space-time) is somehow flatly illusory. (1996, 277) 

The big question, then, is how this illusion is pulled off.


Albert’s answer is that the dynamical laws governing the evolution of the system produce the illusion of three-dimensionality. What there really is is a wavefunction parameterized by 3N independent coordinates, and every grouping of these coordinates—say into N groups of 3, or 3N/7 groups of 7, or whatever—is an artificial imposition. But given the way the wavefunction happens to evolve over time, one such artificial grouping will appear to be more natural than the others. The point, roughly speaking, is that there is a particular grouping of coordinates into N groups of 3 such that when the coordinates in two of these groups all approach each other, rapid accelerations occur in those coordinates. We naturally (but falsely) interpret such situations as two particles approaching each other in a three-dimensional space. Other groupings do not have this property. There is no grouping of the coordinates into 3N/7 groups of 7 such that accelerations typically take place in all 7 coordinates when two such groups approach each other. Consequently, we are not inclined to interpret the world in terms of particles moving in a seven-dimensional space.

More precisely, the Hamiltonian governing the evolution of the system takes a uniquely simple form for a particular grouping of the coordinates into ordered triples. Since organisms like us need an internal representation of the world in order to successfully move around in it, and since a particularly tractable representation can be had by grouping coordinates into threes, organisms will typically do well by representing the world to themselves as three-dimensional. The consequence, claims Albert, is that “quantum-mechanical worlds are going to appear (falsely!) to their inhabitants, if they don’t look too closely, to have the same number of spatial dimensions as their classical counterparts do” (1996, 282). Since the classical counterpart of our world has three dimensions, we will (falsely) represent it to ourselves as having three dimensions, at least if we don’t look too closely.

The final caveat is important. As we saw in section 2, the three-dimensional representation of the world fails for entangled states; indeed, this is what tells us that the world isn’t really three-dimensional. But entanglement is a quantum mechanical phenomenon that only becomes manifest under carefully controlled laboratory conditions. As far as the ordinary behavior of medium-sized objects is concerned, the predictions of quantum mechanics and classical mechanics coincide. In other words, for everyday objects, the true representation of the system in terms of the evolution of a quantum mechanical wavefunction can be approximated by the corresponding evolution of a point in a classical configuration space. And as we have seen, for classical systems the configuration space representation is entirely equivalent to a three-dimensional representation. So even though entanglement phenomena tell us that the world is really 3N-dimensional, for all practical purposes we can treat it as three-dimensional, and indeed evolution has equipped us to see it that way.

Albert’s dynamical solution does not succumb to Monton’s objection to instantaneous solutions, since Albert does not claim that the wavefunction state at a time entails a unique description of three-dimensional appearance. Rather, he claims that we impose a convenient three-dimensional description on the wavefunction, based not on its intrinsic properties at a time, but on its dynamical properties over time.

However, Monton develops objections to the dynamical approach as well. Albert, recall, notes that the Hamiltonian governing the evolution of the wavefunction takes a uniquely simple form for a particular grouping and of the wavefunction coordinates into ordered triples. This fact makes one grouping of the wavefunction coordinates a particularly natural one in which to represent the system three-dimensionally. Monton concedes this point, but argues that it is not relevant: 

The problem with Albert’s argument can be briefly stated but is, I believe, decisive. The problem is that the naturalness of the correspondence does not get us anywhere. It isn’t the case that we can select the natural correspondence and forget about the rest; since there is no three-dimensional space, each correspondence is equally real, or (if you prefer) equally unreal. To say that one correspondence is natural is to make an epistemic claim about how we judge correspondences. There is no ontological import to that claim. (2002, 269)

Prima facie, this seems to misconstrue Albert’s position. Albert does not claim that the correspondence picked out by the Hamiltonian is real or that it has ontological import; in fact, he insists that the three-dimensional description picked out by the correspondence is false (1996, 282). The question is not which three-dimensional representation of the world is true—none of them are. Rather, the question is which three-dimensional representation of the world is most convenient for use by organisms as an internal representation for getting around in the world. Clearly naturalness and simplicity are relevant to this question; in fact, it is eminently plausible that we should expect the simple, more computationally tractable representation to be manifest in evolutionary products such as ourselves.


However, there is a construal of Monton’s objection that cannot be dismissed so easily. Albert’s argument appeals to a story about the evolution of organisms in order to pick out a particular correspondence between 3N-dimensional reality and three-dimensional appearance. But the language in which the story is couched is itself the language of three-dimensional appearance, not the language of 3N-dimensional reality. In reality, there is just a single 3N-dimensional wavefunction, and the division of reality into separate three-dimensional objects, including organisms, is just the product of our internal representation. Other ways of carving up the wavefunction would almost certainly not yield anything recognizable as an organism. But as Monton insists, “each correspondence is equally real, or (if you prefer) equally unreal” (2002, 269). By his own lights, it seems, Albert has to admit that his story about organisms is false, or at least, no more a reflection of reality than stories in which there are no such organisms. If there aren’t really any organisms, what can a story about the internal representations of organisms possibly explain?


This objection raises difficult issues concerning what it means for there to really be organisms. But a plausible (Kantian?) position is that the conditions for the existence of organisms are necessarily couched in terms of the representational machinery that human organisms come equipped with. In which case, any story about the origins of our internal representation of the world must presuppose that representation. After all, we are bound to explain things in terms of the representational machinery that evolution has equipped us with, and that includes the explanation of the representational machinery itself. The circularity here is arguably not vicious. There is perhaps something disconcerting about this position, according to which there are descriptions of the world that are in some sense equally “true” (although not available to us) in which three-dimensional objects, including organisms, do not appear. But I am not convinced that there is a fatal objection to Albert’s position along these lines.


Anyway, I do not think I have to resolve this debate here, since in the following section I will argue that an appeal to dynamical laws in defense of wavefunction realism is unnecessary, and in fact self-undermining.

5. Invariance

Recall the discussion of coordinate transformations in section 3. There we saw that for a six-dimensional space, the distance between two six-dimensional points is invariant under changes in the direction and origin of the coordinate axes. However, if we try to interpret the six-dimensional point as a two-particle configuration in three-dimensional space, we find that the particle configuration is not invariant under these coordinate transformations. Quantities that are not invariant under coordinate transformations are usually considered ontologically suspect. After all, surely it makes no difference to the furniture of the world how we choose our coordinates, so any quantity that varies with such choices cannot be ontologically basic.


All this is entirely consistent with Albert’s position; Albert’s claim is precisely that the three-dimensional particle configurations are not part of the furniture of the world. The 3N-dimensional wavefunction configuration, which Albert takes as real, is invariant under such transformations. However, Albert’s dynamical solution to the problem of wavefunction realism requires that the Hamiltonian is not invariant under coordinate transformations. Albert, recall, claims that the dynamics takes a uniquely simple form under a particular grouping of coordinates. Under this grouping, the Hamiltonian becomes a simple function of the three-dimensional “interparticle distances” thus created. In other words, the form the Hamiltonian takes depends on the particular (artificial) coordinatization that is imposed on the (real) 3N-dimensional system.

Consider again our simple six-dimensional model, with the coordinates artificially grouped into two three-dimensional particle positions as described. Suppose that the Hamiltonian takes its simple form for the first coordinate system given above; using this coordinatization, the Hamiltonian is a simple function of the distance between the two particles. Now consider what happens if we switch two of the axes, or move the origin; as shown in section 3, the interparticle distances change. But the accelerations of the particle coordinates are not affected by a coordinate transformation. Hence the Hamiltonian that was a simple function of the interparticle distance under the original choice of coordinates will no longer be so under the transformed coordinates.

So Albert’s argument presupposes that the dynamical laws are not invariant under coordinate transformations. But this confronts Albert with a dilemma; when the dynamical laws fail to be invariant under coordinate transformations, we typically conclude either that the dynamical laws are wrong, or that we have misconstrued the nature of the space. Since Albert is attempting to defend the position that space really is 3N-dimensional, the latter option would be tantamount to giving up the position he is arguing for. So it looks like he must embrace the former option, and find a way to argue that the dynamical laws, as we ordinarily conceive them, are false. Indeed, at first glance this seems entirely consistent with Albert’s position. After all, the dynamical laws as we know them are expressed in terms of three-dimensional interparticle distances, and Albert treats the three-dimensional particle configuration as an illusion produced by 3N-dimensional reality. Can we not treat the familiar dynamical laws in a similar way, namely as an illusion produced by some true, invariant 3N-dimensional dynamics?


Unfortunately, though, there can be no invariant 3N-dimensional dynamics, since any such dynamics would violate the three-dimensional illusion it is supposed to produce. The required illusion is that the accelerations of the three-dimensional particle coordinates are independent of the choice of three-dimensional coordinate system, whereas the reality is that the acceleration of the 3N-dimensional wavefunction coordinates are independent of the choice of 3N-dimensional coordinate system. But as shown above, different choices of 3N-dimensional coordinates can produce arbitrary changes in the three-dimensional particle configuration; in the six-dimensional example above, we can make the two particles as close together or as far apart as we like by a suitable choice of 3N-dimensional coordinate system. If the accelerations of the 3N-dimensional wavefunction coordinates are unchanged under such choices, then the accelerations of the three-dimensional particle coordinates must be unchanged too. But that means that the accelerations of the particles are completely independent of their relative positions, which is flatly at odds with experience. So there doesn’t seem to be any hope of explaining the non-invariance of the three-dimensional dynamics in terms of some “deeper” dynamics that is invariant under 3N-dimensional coordinate transformations.


But if we can’t replace the dynamical laws with invariant ones, we are left with the other horn of the dilemma, namely that we have misconstrued the nature of the space. And indeed, on closer examination this option turns out to be quite plausible. After all, although the dynamical laws are not invariant under arbitrary axis-switching and origin-shifting in the 3N-dimensional coordinates, there is a subset of such transformations under which the dynamical laws are invariant. The subset can be characterized as follows: Take Albert’s preferred grouping of coordinates into ordered triples, and perform the same transformation on each such triple. For example, starting with the point (0, 1, 2, 0, 1, 2), we can switch the first two axes of each triple, to obtain (1, 0, 2, 1, 0, 2). Or we can shift the origin in the first coordinate of each triple, to obtain (5, 1, 2, 5, 1, 2). The three-dimensional interparticle distances on which the dynamical laws depend remain unchanged under such transformations, and hence the dynamical laws are invariant if we limit ourselves to this subset.


But on what grounds could we limit ourselves to a subset of coordinate transformations? If there are possible coordinate transformations that would change the form of the Hamiltonian, then clearly the invariance of the Hamiltonian has not been achieved. So the only way in which the invariance of the Hamiltonian can be recovered is if what appears above to be a subset of coordinate transformations in fact exhausts the possible transformations. But this is just to require that the only possible coordinate transformations are precisely those of the (supposedly artificial) three-dimensional space; rather than 3N independent axis choices, there are just three. But at least at first glance, to say that there are only three independent axes is just to say that the configuration space in fact has three dimensions rather than 3N.

Albert’s argument that the 3N-dimensional configuration space of quantum mechanics appears three-dimensional presupposes that the dynamical laws are not invariant under coordinate transformations. But this very non-invariance apparently shows that the configuration space really is three-dimensional, undermining the point of the dynamical argument. Still, this is a welcome result for the realist; if the quantum mechanical wavefunction lives in a three-dimensional space, then our worries about how to reconcile a wavefunction ontology with ordinary experience seem far less serious. There is, however, a glaring problem remaining. I started this paper by rehearsing the standard non-separability argument that the quantum mechanical wavefunction cannot be represented in a three-dimensional space. Now I am recommending that quantum realists regard the configuration space inhabited by the wavefunction as fundamentally three-dimensional. Isn’t this contradictory? This is the issue to which I now turn.

6. What is configuration space, anyway?

We saw in section 2 that the physical properties of an N-particle quantum mechanical system can be captured in a 3N-dimensional configuration space representation, but not in an ordinary three-dimensional representation. But does it follow from this that the space occupied by the wavefunction is 3N-dimensional in the same sense that the space of classical mechanics is three-dimensional? The answer, I think, hinges crucially on what it takes for a space to have a particular number of dimensions.

What does it mean to claim that a system has a certain number of dimensions? The most straightforward answer is that it requires that many independent coordinates to parameterize the properties of the system. The state of a classical system at a time is specified by the distribution of particles, fields etc. over the possible values of three coordinates. The state of a quantum system at a time is specified by the distribution of wavefunction properties over the possible values of 3N coordinates. This appears to be what both Albert and Monton have in mind when they assert that the quantum mechanical wavefunction is a 3N-dimensional object.

But the analysis of the previous section suggests a different answer, couched in terms of coordinate transformations rather than the number of parameters. In order for the quantum mechanical Hamiltonian to be invariant under the choice of coordinate system, specifying the origin and direction for three axes must suffice to specify the coordinate system for the configuration space. In this regard the configuration space of quantum mechanics is exactly on a par with the space of classical mechanics; in both cases, the possible coordinate transformations are three-dimensional transformations. In this sense, then, both quantum mechanics and classical mechanics appear to operate in a three-dimensional space.

Note that as far as classical mechanics goes, it doesn’t matter which conception of dimension one uses; one obtains the same answer either way. But quantum mechanically the two conceptions come apart; the configuration space in which the wavefunction lives can be taken as 3N-dimensional or as three-dimensional, depending on the conception one chooses. The wavefunction is a function of 3N parameters, and in this sense it lives in a 3N-dimensional space just as a classical object lives in a three-dimensional space. In both cases, the parameters are independent; the value of each parameter can be chosen without regard to the values of the others. But the analogy here is not perfect, since the three parameters of the classical space are independent in an additional sense not shared by the 3N parameters of the configuration space. Each parameter of the classical space refers to a different spatial direction, so there are three separate choices to be made in specifying the coordinate axes. But it is not the case that there are 3N separate choices to be made in specifying the coordinate axes for the configuration space; again, there are three. Even though the values taken by the 3N parameters are independent of each other, the directions referred to by the parameters are not all independent; every third parameter refers to the same direction.

My contention, then, is that there is an important ambiguity in the term “dimension” when it is applied to the quantum mechanical wavefunction, an ambiguity that does not arise for classical systems. There is a sense in which the wavefunction is a three-dimensional object living in a three-dimensional space, and a sense in which it is a 3N-dimensional object living in a 3N-dimensional space. It is this ambiguity that resolves the potential contradiction raised at the end of the previous section. Non-separability requires that the wavefunction is a function of 3N independent parameter, but the transformational properties of the Hamiltonian require that these parameters refer to only three different spatial directions. Hence the sense in which the wavefunction must live in a 3N-dimensional space does not contradict the sense in which it must live in a three-dimensional space.

To clarify the difference between configuration space and classical space, it might help to consider another case in which physicists have postulated that the world has more than three dimensions, namely string theory. String theorists have speculated that the world has nine spatial dimensions, where only three of these are relevant to our ordinary experience (Greene 1999, 202). But it would make no sense to try to interpret this nine-dimensional world in terms of three particles in a three-dimensional space; the nine dimensions all refer to different spatial directions, and the dynamical laws are invariant under nine-dimensional coordinate transformations. The coordinates of string-theoretical space range over genuine nine-dimensional points, whereas the coordinates of quantum mechanical configuration space range not over 3N-dimensional points, but over three-dimensional particle configurations.

Particle configurations, then, play the role in quantum mechanics that spatial points play in classical mechanics. That role isn’t necessarily fully clear; the question of whether there really are spatial points in classical mechanics remains controversial, and presumably the same arguments will carry over to the status of particle configurations in quantum mechanics (Arntzenius 2003). But whether particle configurations are taken to be part of the furniture of the world or merely a useful abstraction, it is clear that they no more have to be added to the wavefunction than spatial points have to be added to classical objects.

7. Conclusion

The position I have argued for, namely that quantum mechanical configuration space is a space of particle configurations rather than points is, I hope, an intuitive one. If it is correct, what bearing does it have on the problem of wavefunction realism? Even though I have argued that there is a sense in which the wavefunction has three dimensions, the problem does not go away; the wavefunction is a distribution over three-dimensional particle configurations, and a distribution over particle configurations is not itself a particle configuration. But still, on this understanding of configuration space, the problem of explaining how the world can appear three-dimensional to us becomes much more tractable. In fact, the problem can be addressed precisely as Bell addressed it.


Bell, recall, approached the problem of wavefunction realism via the solutions to the measurement problem. The solutions to the measurement problem he considers tie the experience of an observer at a time to the physical properties of a point (or at most a very small region) of the configuration space at that time. But recall from section 2 that a point in configuration space is fully equivalent to a particle configuration in three-dimensional space. So the part of the world that the observer experiences can be modeled using just three classical parameters, at least to a high degree of approximation. An explanation of the determinacy of experience is simultaneously an explanation of the three-dimensionality of the experienced world. In fact, given that the three spatial directions of experience are themselves intrinsic to the configuration space, there is a sense in which this three-dimensionality is not illusory.


Monton argues against solutions of this kind on the grounds that a point in configuration space does not uniquely specify a three-dimensional particle configuration. However, I hope to have shown here that Monton’s argument rests on the mistaken assumption that configuration space is 3N-dimensional in exactly the same sense that classical space is three-dimensional. Monton argues that the grouping of configuration space coordinates into ordered triples is something that must be added to the configuration space; but the analysis of coordinate transformations above shows, I think, that the grouping of coordinates into ordered triples is intrinsic to the configuration space. And Albert’s dynamical argument in defense of wavefunction realism becomes somewhat redundant; if the grouping of configuration space coordinates is something intrinsic to the world rather than something we impose on it, then no explanation for the imposition is required.


None of this is intended to mitigate the serious problems facing all available solutions to the measurement problem, both in terms of locality and otherwise (Albert 1992). But if the foregoing is correct, the dimensionality of the wavefunction is not one of those problems.
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