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Abstract—Certificate authorities serve as trusted parties to
help secure web communications. They are a vital component
for ensuring the security of cloud infrastructures and big data
repositories. Unfortunately, recent attacks using mis-issued cer-
tificates show this model is severely broken.

Much research has been done to enhance certificate man-
agement in order to create more secure and reliable cloud
architectures. However, none of it has been widely adopted yet,
and it is hard to judge which one is the winner.

This chapter provides a survey with critical analysis on the
existing proposals for managing public key certificates. This
evaluation framework would be helpful for future research on
designing an alternative certificate management system to secure
the internet.

Index Terms—Certificate management, certificate verification,
SSL/TLS validation, SSL/TLS Authentication.

I. INTRODUCTION

The term big data refers to the massive amounts of digital
information generated from multiple sources, such as social
media sites, climate monitoring sensors, digital pictures and
videos, online payment records, smart phones, and IoT de-
vices. Security and privacy issues are magnified by velocity,
volume, and variety of big data, such as large-scale cloud
infrastructures, diversity of data sources and formats, stream-
ing nature of data acquisition and high volume inter-cloud
migration.

Ensuring the security of big data requires encryption, and
in particular, requires public key encryption. The producers
of big data (sensors, websites, etc.) will have public keys,
and the consumers may also have public keys. The main
practical difficulty in deploying public key cryptography is
to ensure that the correct public key is being used. Public key
infrastructure (PKI) [1] is the name given to the policies and
procedures needed to create, manage, and distribute public-key
certificates in order to use public key encryption securely.

Putting good PKI in place would provide a range of benefits
for big data. As mentioned above, it would allow public key
encryption. But it also enables a range of other uses and
applications of public keys, such as digital signatures, secure
multi-party computation, privacy-preserving data mining, and
proofs of possession and proofs of knowledge [2], [3], [4], [S].

To give an intuition of potential security and privacy appli-
cations of PKI in big data, we present some example scenarios.
We then explain in a high level how PKI would help enable
these applications.

« Entity authenticity: A web user needs to verify that
a social network web server it is communicating with
really is the correct one. To achieve this, the web server
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typically sends its public key to the user’s web browser.
The browser needs PKI to ensure that the public key being
used really is the bank’s public key [6], [7], [8].

« Data authenticity: A server needs to ensure that data it
receives from a sensor is authentic. To achieve this, the
sensor can digitally sign the data. The server requires PKI
in order be sure to use the correct public key to verify
the sensor’s signature [9], [10].

o Data confidentiality: Data exchanged between two par-
ties should be secure, namely only the sender and the
recipient can read the data. To achieve this, the two parties
need to establish a session key between them. If they each
have a public key and PKI is in place, then there are
several protocols [11], [12], [13] they can use to establish
the session key.

o Data integrity: Any unintended changes to the ex-
changed data between two parties (for example, two
embedded devices in an ad hoc network) should be
prevented, or at least, detected. There are several ways to
achieve this (for example, one can use digital signatures
or message authentication codes [14]), but they all rely
on PKI to manage the public keys of the devices.

o Privacy-preserving data mining: Suppose a data owner
wants to subcontract the processing of customer data
(e.g. social security numbers or health records) to a third
party. This data is sensitive, and should not be divulged
freely. A variety of cryptographic techniques can be used
[15], [16], such as fully homomorphic encryption (which
allows the third party to compute with ciphertexts) [17],
[18], [19], [20], [21] and multi-party computation (which
allows the third party to contribute to a computation
without seeing all the plaintext data) [22], [23]. All
of these techniques require the various parties to have
public keys, and PKI is needed to ensure their correct
management.

o Verifiability of computational results: When subcon-
tracting data processing in the example above, another
party may wish to verify that the processing has been
done correctly. Once again, there are several techniques in
cryptography that can achieve this. Verifiable computing
is the name given to this field [24], [25], [26], [27]. It
starts from the assumption that the parties have public
keys and there is a PKI in place to manage them.

II. AN OVERVIEW OF PKI

The purpose of PKI is to ensure that a party has an
authentic copy of the genuine public key of another party.
For example, when a user logs in to Facebook through her
web browser, the web session will be secured by the public
key of the Facebook server. If the user’s web browser accepts



an inauthentic public key for Facebook created by an attacker,
then the traffic (including log-in credentials) can be intercepted
and manipulated by the attacker.

The authenticity of keys is assured at present by certificate
authorities (CAs). In the given example, the browser is pre-
sented with a public key certificate for Facebook, which is
intended to be unforgeable evidence that the given public key
is the correct one for the web site. A public key certificate is a
digital document declaring that the recorded subject owns the
public key presented in the certificate. It contains a public
key, the identity of the key owner, and a signature of an
entity that has verified the certificate’s contents are correct.
In a typical PKI scheme, the signer is a trusted party called
certificate authority (CA), usually a company (e.g. VeriSign
and Comodo) which charges customers to issue certificates
for them. The user’s browser is pre-configured to accept
certificates from certain known CAs. A typical installation of
Firefox has about 100 root certificates in its database. Each
root CA can empower many intermediate CAs. The EFF SSL
observatory has observed more than 1500 CAs [28].

Unfortunately, CA model that has been in use on the web for
the last 20 years is vulnerable to attacks. The main weakness
of CA model is that CAs must be assumed to be trustworthy.
If a CA is dishonest or compromised, it may issue certificates
asserting the authenticity of fake keys; those keys could be
created by an attacker or by the CA itself. In practice, the
assumption of honesty does not scale up very well. As already
mentioned, a browser typically has hundreds of CAs registered
in it, and the user cannot be expected to have evaluated
the trustworthiness and security of all of them. This fact
has been exploited by attackers [29], [30], [31], [32], [33],
[34]. In 2011, two CAs were compromised: Comodo [35] and
DigiNotar [36]. In both cases, certificates for high-profile sites
were illegitimately obtained (e.g. Google, Yahoo, Skype, etc.).
In the second case, these certificates reportedly used in a man
in the middle (MITM) attack [37]. See [38] for a survey on
CA compromises.

Another problem with CA model is the certificate revo-
cation management. The CA model it self does not provide
any effective way for managing certificate revocation. In
common practice, Certificate Revocation Lists (CRL) [39],
[40], [41], On-line Certificate Status Protocol (OCSP), and
certificate revocation trees [42], [43], [44] are used to handle
certificate revocation. In order to remove the need for on-
the-fly revocation checking, they mostly involve periodically
pushing revocation lists to browsers. However, such solutions
create a window during which the browser’s revocation lists
are out of date until the next push.

Several protocols are proposed to strengthen the current
certificate management system. However, none of them has
been widely adopted yet. On one side, this is partly because
the replacement of a large scale system is challenging. On
the other side, this is also because new proposals each have
different sets of advantages and disadvantages, and it may not
be clear what features are really needed in given applications.

Clark and Van Oorschot [45] have presented an analysis on
TLS mechanism and issues, by concerning themselves with
crypto weakness and implementation issues of HTTPS, and

trust issues of certificate management. However, they left the
public log based certificate management systems out of the
analysis. The use of public logs is now the dominant trend in
managing web certificates. The main idea of public log based
certificate management systems is to make certificate manage-
ment transparent by using public audit-able logs to record all
issued certificates. Clients will only accept a certificate if it is
recorded in the log. Site owners can compare their own local
record with the log to check whether a mis-issued certificate
has been recorded in the log. This gives the site owners the
ability to verify issued certificates for their sites, and make the
certificate management transparent.

Kim et al. [46] have presented a comparison of web certifi-
cate management mainly based on the duration of compromise
and duration of unavailability. The former shows, given the
compromise of a domain’s private key, how long the domain
can be impersonated; and the later concerns the unavailability
time period of a domain’s certificate in a system.

The above two works are broad and they evaluate web
certificate management systems from different perspectives.
However, some important aspects are not considered in the
existing work. For example, offline verification is one of the
desired properties that have been left out from the above
analyses. This property ensures that internet users can verify a
received certificate without having to communicate with other
parties. This is extremely useful when a user needs to connect
from a captive portal in an airport or in a hotel, since the
user’s device cannot make other connections before they paid
for the internet connection. In addition, this property also
reduces the communication cost for certificate verification,
as the verifier is not required to have extra connections for
verifying a certificate.

Another important property not considered by the existing
works is trust agility [47] — it allows users to freely make
decisions on which certificate management service provider
they wish to trust, for establishing secure communications with
domain servers. In particular, we discovered a new aspect of
trust agility, namely independence of trust. It requires that one
or more service providers cannot not influence another service
provider’s service. It is in particular useful in the scenario
where there exists a set of service providers, and users need
to put their trust in a subset of these service providers for
certificate management. If a system does not offer this feature,
then it means that even if the set of service providers chosen
by a user is trustworthy, a malicious service provider that is not
trusted by the user can still influence the certificate verification
result, and put the user in the risk of accepting fake certificates.
Since the independence of trust is more strict, it is possible that
a system offers the generic trust agility, but it does not offer
independence of trust. In this case, users are free to make
their trust decisions, but servers that are not trusted by the
user are still able to affect the certificate management services
delivered to the user.

One more example of desired properties that is not con-
sidered by the existing evaluation frameworks is called anti-
oligopoly. 1t is proposed in [48] as a foundational property.
This property observes that the present-day certificate author-
ity model requires a fixed set of global certificate authorities



to be known to every browser, which implies an oligopoly. In
fact, the current set of CAs trusted by the browser is dominated
by U.S. organisations. This means that U.S. government agen-
cies are likely to be able to control these organisations. This
cannot be considered satisfactory in the presence of mutual
distrust between nations regarding cybersecurity and citizen
surveillance, and also trade sanctions which may prevent the
USA offering services (such as CA services) to certain other
countries.

To help research in securing the web certificate manage-
ment, we classify 16 prominent proposals into different cate-
gories, and provide a qualitative analysis on selected proposals
based on 15 criteria.

III. DESIRED FEATURES AND SECURITY CONCERNS

To evaluate different systems in a systemic way, we list
the desired features and security concerns for web certificate
management systems.

1) Trust

o Trust agility [47] allows users to freely decide which

entities they want to trust for confirming public key
information of domain servers, and to revise their
decision at any time.
In particular, we observed one aspect of the trust
agility that has not been discovered in the literature,
namely the independence of trust. It requires that
the trust relations between service providers will not
influence the trust relations between clients and the
service providers they trust. In other words, one or
more service providers cannot not influence another
service provider’s service to its clients.

o Free of trusted parties is the property says that no
party is required to be trusted for certificate issuance
and revocation. For example, a certificate authority
in the CA model is required to be trusted by all
browsers, so the CA model does not provide free
of trusted parties. This property is the strongest one
in all trust-related features.

o Verifiable trusted parties is the property says that the
behaviour of trusted parties is transparent to and can
be efficiently verified by users.

o Anti-oligopoly [48] is the feature that prevents the
monopoly or oligopoly of certificate management
services. To achieve this, the trust on any service
provider (e.g. CAs) should be minimised, and the
system should support self-issued certificates.

2) Availability

o Offline verification is a feature such that in a system,
clients can verify a given key or certificate without
having to connect to other parties.

This feature is desired when a user needs to connect
from a captive portal — a login page or payment
page — before using the Internet. The use of captive
portal is very common in public places, for example,
airports or hotels. When a user is presented a captive
portal, the user cannot establish a connection with
any party to check the obtained public key as no

internet is available. In addition, this feature also
reduces the communication cost and network latency,
as it does not require additional connections.

Built-in key revocation requires the system to have
its own mechanism to effectively manage certificate
revocation, rather than relaying on existing revoca-
tion protocols (e.g. certificate revocation list (CRL)
or on-line certificate status protocol (OCSP)).

The current certificate revocation management proto-
cols (e.g. CRL and OCSP) have different limitations
and cannot offer satisfactory services. So it is nec-
essary for systems to have an integrated revocation
mechanism to effectively manage certificate revoca-
tions.

Scalability is the property enabling a system to
handle increasing real world workload. It is important
that a system is capable to support enrolment from
existing and potential future HTTPS servers.
Multiple certificate support says that the certificate
verification system allows a domain to have multiple
certificates. The fact that many sites have multiple
certificates emphasises the importance of this feature.
Timely key verification says that the period from the
time a domain owner establishes a key and the time
a user can verify the key is short.

This is a feature that has not been prominent in
the literature. This feature is useful when a domain
server updates its certificates. A system that does not
offer this feature would cause the problem that the
newly issued certificate cannot be verified and will
not be accepted by web browsers within a short time
period after the certificate issuance. This reduces the
availability.

3) Security
o First connection protection is the feature that protects

the first connection between two communication par-
ties.

This is useful to prevent attacks on ’trust on first use’-
based systems. In addition, it is likely to be the first
connection when a user connects to a captive portal.
So the system should protect users’ first connection
to a domain server.

e Denial of service (DoS) attack protection is the

security guarantee that prevents attacks on the key
verification infrastructure in order to denial the veri-
fication services.

This feature is useful to prevent attacks that attempt
to block the verification servers to stop users verify-
ing the received certificates.

Use of mis-issued certificate prevention measures
whether the system can prevent MITM attacks
launched by an attacker with mis-issued certificates.
In other words, even if an attacker has obtained a
mis-issued certificate, web browsers should still not
accept this certificate. This gives users extra security
guarantee against compromised CAs.

o Use of mis-issued certificate detection measures



whether the system provides features allowing one to
detect MITM attacks launched by using mis-issued
certificates.

This is a weaker security guarantee, as it can only
detect attacks rather than prevent attacks. However,
CAs are business, and they are willing to maintain
their reputation to keep their customers. So they
might not launch attacks if their attacks will be
detected. So this feature still offers some sensible
security guarantee.

e Provably secure measures if the security of a given
system is formally verified.

It is well-known that security protocols are notori-
ously difficult to get right, and the only way to avoid
this is with systematic verification.
4) Usability

o No user involvement is a feature related to usability,
such that the key verification result and the decision
of accepting or rejecting a certificate do not need the
extra involvement of users.

This is an important feature to have, as users are not
qualified to make decisions on the browser warnings,
and they will likely to click through security warn-
ings [49].
5) Privacy

o Protecting browsing history says that the system does
not leak users browsing history to other parties. In a
PKI, if a user needs to ask another party to verify a
received certificate, then the user’s browsing activity
is leaked to the verification party, as the subject of
the to be verified certificate would very likely to be
the website that the user is going to visit.

IV. EXISTING PROPOSALS

Several protocols are proposed to strengthen the current
certificate management system. According to the principles
of each design, we classify leading certificate management
systems into three categories, namely difference observation,
scope restriction, and certificate management transparency.

A. Classic

CA-based certificate management system is the current
deployed PKI. It is highly usable and scalable. Unfortunately,
it requires users to fully trust all certificate authorities, and
the trust cannot be modified without sacrificing users’ ability
to securely communicate with some domains securely. As a
result, it does not provide trust agility, implies an oligopoly
(on CA), and cannot easily prevent nor detect MITM attacks
when a CA is compromised.

B. Difference observation

Difference observation is a concept aiming to detect untrust-
worthy CAs, by enabling a browser to verify if the received
certificates are different from those that other people are being
offered [50], [51], [52], [53], [47].

1) Perspectives: In 2008, Wendlandt, Andersen and Per-
rig implemented a Firefox addon, called Perspectives [50].
It is proposed to improve the security of trust-on-first-use
authentication by asking different observers (a.k.a. notary
servers) to detect inconsistent public keys of the same server.
In Perspectives, observers are decentralised and independent.
Each observer stores all observed keys or certificates with
corresponding timestamps, and periodically checks updates
and revocations. When a client wants to make a secure con-
nection with a domain server, the client requests the server’s
public key from the server and from multiple observers, then
compares the received keys. If the obtained public keys are
consistent, the client considers the public key is trustworthy
and uses this key to establish a secure connection. Otherwise,
it might indicate that an attacker has launched man-in-the-
middle (MITM) attack by offering a different public key to
the client. So the client needs to make a decision on whether
to use the obtained key or not.

o Strength
Perspectives makes MITM attacks using mis-issued cer-
tificates difficult to launch without being detected, as an
attacker would have to additionally intercept all connec-
tions between observers and the victim. In addition, it
provides trust agility as users can choose which observer
they want to use for certificate verification. Moreover,
since it supports self-signed certificates, and does not
require a fixed set of observers, it provides anti-oligopoly.
o Weakness

With Perspectives, if a server has multiple public keys
or certificates, then clients will likely get a warning of
receiving inconsistent public keys. This is due to the
fact that a client might receive two different genuine
certificates of the same domain from the domain server
and an observer. In addition, a new public key or a new
server will suffer an unavailability period in the system.
Since observers periodically check new public keys and
revocations, the latest information about new public keys
and revocations will not be immediately available from
the observers. So, Perspectives does not offer timely key
verification. Also, when a browser receives the latest
genuine one from the server, and the revoked one from
observers, then the browser will show a pop-up window
warning the user that two different keys are observed,
although what the server provided is a valid certificate.
Such faulty warnings reduce usability of the system.
Moreover, if two different certificates are detected, then
the user needs to make a decision on whether to continue
the connection. However, users are not qualified to make
such a decision and they are likely to click through the
warnings [49]. Furthermore, any observer can learn a
user’s browsing history when the user requests verifica-
tion on a certificate. Last, it does not work when a user
needs to connect from a captive portal, as no internet is
available for connecting to an observer.

2) DoubleCheck: In 2009, Alicherry and Keromytis [51]
proposed DoubleCheck to solve the issue of leaking user
browsing history, and the issue that new keys might suffer an



TABLE I
EXISTING PROMINENT PROPOSALS

Category Existing Proposals

Classic

CA-based certificate management system;

Perspectives (C08) [50]; DoubleCheck (C09) [51];

Difference observation

Convergence (’11) [47]; Certificate Patrol ("11) [52]; CertLock ("11) [53]; TACK (°12) [54].

Scope restriction

Public key pinning ("11) [55]; DANE (’11) [56];CAge (’13) [57].

Sovereign Keys (*12) [58]; Certificate Transparency (*12) [59];

Certificate management transparency

AKI (’13) [46]; CIRT(’14) [60]; ARPKI (*14) [61]; DTKI (’14) [62], [48]

unavailable period in Perspectives. The main idea is to query
the certificate from a target server twice: once through a TLS
connection, and once through 7or [63].
o Strength
Compared to Perspectives, it additionally protects user
browsing history, and new keys does not suffer an un-
availability period. Moreover, it can be deployed without
requiring any new infrastructure.
o Weakness
The use of Tor adds extra time cost (up to 15 sec-
onds [53]) for each certificate verification. In addition, a
use is likely to get a warning when a server has multiple
certificates. Also, when a warning is given, a user will
need to make a decision on which certificate to trust, and
they are likely to click through the warning. Moreover,
it will not work when a user needs to connect from a
captive portal.
3) Convergence: Marlinspike proposed Convergence [47],
a Firefox addon and an improvement on Perspectives, in Black
Hat 2011. In Convergence, to protect users’ browsing history,
instead of directly communicating with notary servers (i.e.
observers), users randomly choose one notary server to pass
the client request to other notary servers, through an onion
routing like mechanism. So the intermediate notary server does
not know what a requester is requesting, and the end notary
server does not know who is the requester. In addition, to
reduce the number of connections a user has to make, users
store verified certificates in their browser cache and only query
notary servers when they received a different one. Moreover,
rather than querying the certificate of a domain server from
a notary server, users send the certificate received from the
server to notary servers. The notary server will request a
certificate from the domain server if the received certificate
does not match the notary’s cache.
o Strength
As an improvement of Perspectives, it additionally sup-
ports timely key verification, does not require user to
make decisions on which certificate to trust, and it pro-
tects user privacy. Moreover, it offers offline verification
if the site has been visited before.

o Weakness
Similar to Perspectives, Convergence does not support
multiple certificates, and does not protect users when they
are connected to a captive portal.

4) Certificate Patrol: Certificate Patrol [52] is another
Firefox add-on for managing web certificates. It monitors and
stores all SSL certificates a browser has obtained. Since the
validity period of a certificate is fairly long, it is unlikely a
certificate being changed in a short time. So, when a different
certificate is observed, it is possible that one of them is a mis-
issued certificate used by attackers. With Certificate Patrol, if
the newly received certificate is different from the previously
stored certificate of the same domain, the browser will display
to the user the difference between the two certificates, and the
user needs to make a decision on whether to trust the newly
received one.

o Strength
It is a lightweight tool to protect user browsing history,
and to offer an extra layer of security — it can help users
to detect any change of the previously received certificate.
o Weakness
This addon will not work if a domain has multiple
certificates, and it requires users to make decisions. In
addition, it does not protect user’s first connection to a
website nor protect user connection from a captive portal.

5) CertLock: CertLock [53] is a Firefox addon for moni-
toring CAs’ location. In particular, it observes the country of
the CA who issued the received certificate. On the detection
that two CAs from different countries have issued certificates
for the same site, the browser will display a warning to the
user.

o Strength
CertLock can help users to detect attacks in some spe-
cific scenario. For example, a site authorised certificate
authority CA; in country A to issue certificate for its
domain. A malicious government agency in country B
wants to intercept the communication between users and
the site. The malicious government agency can compel
a certificate authority CA, located in country B to issue



fake certificates for the site, then uses this mis-issued
certificate to launch MITM attacks. CertLock can help
users to detect such attacks.
o Weakness

CertLock won’t be able to detect attacks using fake
certificates that are issued by CAs in the same country.
In addition, a false warning will be displayed if a site
has switched from a CA in country A to a CA in country
B. In addition, it still relies on the CA trust model, so
it does not offer trust agility nor anti-oligopoly. Also, it
cannot protect user’s first connection and cannot protect
a user who is connected to a captive portal.

6) TACK: In 2012, Marlinspike and Perrin proposed trust
assertions for certificate keys (TACK) [54] to remove the
need of trusting CAs. In TACK, a domain server generates
a TACK private/public key pair, and uses the TACK private
key to certify its TLS public keys. After a client observes a
consistent TACK public key of a domain multiple times, it
pins the public key to the domain name, and trusts this “pin”
for a period, and accepts the public key if it is certified by
the private key corresponding to the observed TACK public
key. If a certificate becomes compromised and the observed
information has not been pinned, then the client must delete
the observed TACK information and re-start the observation
process. To be scalable, TACK will need an online pin store,
where users can share their observed pins. However, the
problem of how to design a secure pin store for users to share
their observations, while prevent attackers to spoof or poison
the store, remains unsolved.

o Strength
TACK removes the need of CA, offers trust agility, does
not require users to any trusted party', and provides anti-
oligopoly. Once local observations are built, TACK allows
offline verification, supports multiple certificates.

o Weakness
Since TACK relies on visit patterns by clients to pin
the domain’s public key, the first several connections
to a domain server will not be protected, and every
new TACK key pair or new domain suffers an initial
unavailability period. In addition, the revoked key will
still be accepted by the client if the client still trusts its
previous observation.

To be scalable, TACK requires an on-line store to share
TACK keys observed by different clients. The use of
such on-line stores make TACK difficult to provide the
independence of trust required by trust agility. Because
a client Alice, might choose to trust some stores or
clients for the TACK keys they observed. However, the
store or clients trusted by Alice might put their trust on
other stores and clients. This transitive trust relation could
effect Alice’s trust option and Alice’s observation on the
TACK keys. Currently, it is hard to judge whether TACK
offers the independence of trust required by trust agility,
as the online store is not designed yet.

'Here, we only consider the TACK without having an online pin store

C. Scope restriction

Scope restriction is the concept aiming to reduce the power
of CAs by restricting the domain scope that a CA can vouch
for.

1) Public key pinning (PKP): Public key pinning (a.k.a.
certificate pinning) is a mechanism for domain servers to
specify which CAs are authorised to certify public keys for
a given domain. Langley et al. implemented it in Google
Chrome [64].

Scalability is a main challenge for key pinning, due to the
need of pre-knowledge of the mapping between each domain
server and CAs. Public key pinning extension for HTTP [65]
addresses the scalability challenge by allowing a domain server
to declare the authorised CAs for its sites in an HTTP header.

o Strength

As PKP is a way to restrict CAs’ power by specifying
which CAs are authorised for a given website, it protects
user communications against attackers who have mis-
issued certificates from CAs that are not authorised for
the victim. In addition, PKP allows a website to have
multiple certificates, does support offline verification, and
is scalable with the PKP extension for HTTP.

o Weakness

The weakness of PKP is that it cannot completely protect
all user connections. For example, it cannot protect when
a user does not have a pin of a website, which is generally
the case for the first connection. Also, it cannot protect the
connection when the pin is expired in the user browser.
Moreover, it cannot effectively detect attacks when a CA
has mis-issued certificates for the domains that the CA
is pinned for. Furthermore, it does not offer trust agility
nor anti-oligopoly.

2) DANE: Domain name system (DNS)-based authentica-
tion of named entities (DANE) [66], [67] binds the public
key information to a domain name by using DNS Security
Extensions (DNSSEC). More specifically, DANE enables a
domain server to certify its public keys by storing the public
keys in its DNS records. This DNS record is valid only if it is
correctly signed as specified in DNSSEC [68]. So, the parent
domain servers are the authority of their child domains. In
other words, only the parent domain can certify public keys
of its child domains. In this way, DANE limits the damage of
dishonest or compromised authorities.

o Strength
Compared to PKP, DANE is highly scalable since it is
based on DNSSEC. In addition, it can protect a user even
when the user connects from a captive portal.

o Weakness
The security of DANE strongly relies on the trustworthi-
ness of parent domains according to the DNS hierarchy.
As a result, ICANN, top-level domains (TLDs), and
second-level domains (SLDs) become to be very powerful
and fully trusted CAs. So, DANE does not provide trust
agility and anti-oligopoly. In addition, domain servers
cannot choose which CA they want to get service from,
as they have to get their keys to be certified by their
parent domain.



3) CAge: In 2013, Kasten, Wustrow and Halderman pro-
posed CAge [57] to restrict the scope of domains that a CA
can certify public keys for. According to the data observed
in [69], they show that only a small number of CAs have
signed certificates for TLDs. Based on this observation, CAge
suggests to limit a CA’s certification scope by only allowing
a CA to issue certificates on a restricted set of TLDs. CAge
limits the scale of MITM attacks using mis-issued certificates,
but cannot completely solve this problem.

« Strength
As all systems in the category of scope restriction, CAge
reduces the damage from a compromised CA by limiting
the set of domains that a CA can vouch for.

o Weakness
Since CAge is still based on the CA trust model although
with restrictions on a CA’s ability, it does not offer trust
agility and anti-oligopoly. In addition, domain servers
have less flexibility to choose which CA they want to
use, because only a subset of CAs will be eligible for
certifying keys for given domains.

D. Certificate management transparency

Certificate management transparency is the concept aiming
to make CA’s behaviour transparent. The basic idea is to use a
publicly visible log to record issued certificates. So interested
parties can check the log to detect any mis-issued certificates.

1) Sovereign Keys: Sovereign Keys (SK) [70] aims to get
rid of browser certificate warnings, by allowing domain owners
to establish a long term (“sovereign”) key and by providing
a mechanism by which a browser can hard-fail if it doesn’t
succeed in establishing security via that key. A sovereign key
is a long-term key used to cross-sign operational TLS keys,
and it is stored in an append-only log on a “timeline server”,
which is abundantly mirrored.

When a browser connects to a website, it sends a query to
a mirror of the “timeline server” to check if the site has a
sovereign key. If the site does have a sovereign key, then the
browser only accepts a certificate for this site if the certificate
is issued by CAs and is cross-signed by the sovereign key.
If the certificate is not cross-signed, then rather than emit
certificate warnings, the browser will try to find a way to
make a sovereign key connection to the site. There are several
ways to establish a connection without having a cross-signed
certificate. The strongest way is to compute a hash of the
sovereign key, and use that as the .onion address of the Tor
hidden service which allows the secure connection. Weaker
ways include stapling to the sovereign key and trying to
connect through other means such as proxy and VPN, until
the browser gets a verified connection.

o Strength
SK introduces the first public log based PKI. It elimi-
nates browser certificate warnings, reduces the trust put
on CAs, allow a site to have multiple certificates, and
prevents attacks from an attacker who compromised CAs.
« Weakness
Sovereign Keys doesn’t have an efficient way for the

timeline server and mirrors to prove their correct be-
haviour. The only way for verifying it is to download an
verify the entire log. So internet users and domain owners
have to trust mirrors of time-line servers. Additionally, it
doesn’t provide any mechanism for key revocation, either
of TLS keys or sovereign keys. If a domain owner loses
the sovereign private key, they lose the ability to switch to
new TLS keys, and may even lose control of their domain,
until the sovereign key expires. Another security concern
is that if a site does not have a sovereign key yet, then a
determined attacker could register his own sovereign key
for the site and intercept secure connections made to the
site.

2) Certificate transparency:  Certificate transparency
(CT) [59] is proposed by Google aiming to allow domain
owners to efficiently detect mis-issued certificates, by making
certificate issuance transparent.

The basic idea is to use public audit-able logs to record all
issued certificates. In this way, interested parties can monitor
the log to verify all of CAs’ behaviour. To enforce CAs to
publish all issued certificates into the log, web browsers only
accept certificates if a verifiable evidence is provided to prove
that the certificate is present in the log.

In more detail, domain owners request from the log main-
tainer signed confirmations saying that their certificates are
included in the log, and then they can provide this confirmation
together with the corresponding certificate to web browsers.
Browsers only accept a certificate if both the certificate and
the signed confirmation are valid. Browsers also need to
periodically verify received signed confirmation against the
public log to check if the certificate is indeed being inserted
in the log.

To reduce the trust put on CAs and log maintainers, CT
uses an append-only log which is organised as an append-
only Merkle tree. In the tree, data items (i.e. certificates or
references to certificates) are stored left-to-right in chronolog-
ical order at the leaves, and added by extending the tree to the
right. This structure enables the log maintainer to provide two
types of verifiable cryptographic proofs: (a) a proof that the log
contains a given certificate, and (b) a proof that a snapshot of
the log is an extension of another snapshot (i.e., only appends
have taken place between the two snapshot). The time and
size for proof generation and verification are logarithmic in
the number of certificates recorded in the log. To ensure the
log maintainer is behaving correctly, CT requires monitors to
check the consistency of logs.

¢ Strength
Since CA’s behaviour is transparent, CT does not require
users to blindly trust CAs, i.e. the behaviour of CAs
are verifiable. This makes CT to offer trust agility. In
addition, CT enables domain owners to readily detect any
mis-issued certificates.

o Weakness
A main weakness of CT is that users still have to
trust “monitors” for verifying the behaviour of logs. In
addition, CT does not provide an efficient scheme for
key revocation. Also, CT does not provide anti-oligopoly,



because although the set of log servers are not fixed, it
doesn’t have any method to allocate different domains
to different logs. In CT, when a domain owner wants
to check whether mis-issued certificates are recorded in
logs, he needs to contact all existing logs, and download
all certificates in each of the logs, because there is no
way to prove to the domain owner that no certificates
for his domain is in the log, or to prove that the log
maintainer has showed all certificates in the log for his
domain to him. Thus, to be able to detect fake certificates,
CT has to keep a very small number of log maintainers.
This prevents new log providers being flexibly created,
creating an oligopoly. Another limitation is that CT can
only detect mis-issued certificates, rather than prevent
attacks that use mis-issued certificates.

3) Accountable key infrastructure: Accountable key infras-
tructure (AKI) [46] also uses public logs to make certificate
management more transparent.

Similar to SK, AKI allows domain owners to define their
own security policy by specifying several additional attributes
of a certificate, such as which CA and log maintainer a domain
owner wants to get services from, what is the minimum
number of CA signatures to validate a certificate for her
domain, etc. To obtain a certificate, a domain owner contacts
at least a minimum number of CAs that she wishes to trust
based on the policy, and to cross sign her public key with her
security policy. Then she requests log maintainers to update
her certificate, and expects a signed proof that the certificate
is recorded in the log. Clients only accept a certificate if the
certificate satisfies defined security policy, and is currently
recorded in the log.

To be able to manage key revocations, AKI stores only the
current valid certificates of domains in a public log. The log
is organised as a hash tree, where certificates stored in leaves
ordered lexicographically.

To detect mis-behaviours, AKI uses the “checks-and-
balances” idea that allows parties to monitor each other’s
behaviour. So AKI limits the requirement to trust any party.
Moreover, AKI prevents attacks that use fake certificates rather
than merely detecting such attacks (as in CT).

o Strength
AKI extends the previous architectures in several ways.
First, it allows multiple CAs to sign a single certificate.
Additionally, the domain can specify in its certificate
which CAs and logs are allowed to attest to the cer-
tificate’s authenticity. These features provide resilience
against a certificate signed by a compromised or unau-
thorised CA. AKI can also handle key loss or compromise
through cool-off periods. For example, if a domain loses
its private key and registers a new certificate not signed
by its old private key, the new certificate will be subject
to a cool-off period (e.g., three days) during which the
certificate is publicly visible but not usable. This ensures
that even if an adversary obtains and registers a fake
certificate, the domain has the opportunity to contact the
CAs and logs to resolve the issue.

o Weakness

To ensure that any log server can provide a proof for
a domain’s certificate, AKI logs maintain a globally
consistent view of the entries that they have for a
given domain name. This applies for every certificate
operation (registration, update, and revocation), meaning
that even frequent certificate updates (such as in the
case of short-lived certificates) are subject to successful
log synchronisation. In addition, AKI requires that each
domain name only has one active and valid certificate
associate with it at any given time. Moreover, AKI needs
to rely on third parties called validators to ensure that the
log is maintained without improper modifications, and to
assume that CAs, public log maintainers, and validators
do not collude together.

4) Certificate issuance and revocation transparency: Cer-
tificate issuance and revocation transparency (CIRT) [60]
improves certificate transparency by providing transparent key
revocation, and reducing reliance on trusted parties.

To provide an effective way for certificate revocation, CIRT
proposes a new log structure that consists of two tree structures
presenting the same set of data. The first tree is called a
ChronTree, which is an append-only Merkle tree (as in CT)
ordered chronologically. The second tree is called LexTree,
which is a Merkle tree ordered lexicographically by the subject
of the certificate. The ChronTree stores in the leaves a pair
(C,h), where C' is a certificate appended in the ChronTree,
and h is the hash root value of the LexTree in which the last
inserted data is C'. The LexTree stores h(d;) in every node for
some 7, where d is an ordered list of certificates that has the
same subject. The last element in the list is the current valid
certificate of the subject.

This log structure enables the log maintainer to provide
efficient proofs that (A) some data is present in the log, (B)
any data having a given attribute (e.g. an identity) is absent
from the log, (C) some data is the latest valid one in the log,
and (D) the current log is extended from a previous version.

Loosely speaking, by proving a proof that a certificate C' is
the last element in an ordered list d, and h(d) is present in
the LexTree of the log, a verifier is ensured that C is the
currently valid certificate, i.e. not revoked. Due to the use
of two different trees presenting the same set of data, it is
crucial to ensure that the data presented by the two trees are
consistent. To verify the consistency of the two trees, CIRT
distributes the monitoring role among user browsers. To do so,
each user browser verifies if a randomly selected certificate
stored in the ChronTree is also in the LexTree. If the number
of such random verification is big enough, then the consistency
between the two trees is likely to be verified.

o Strength

CIRT provides a solution for managing both certificate
issuance and revocation by using a new log structure,
and reduces reliance on trusted parties by using user
side random verifications. It also allows a domain to
have multiple certificates, and to update keys timely.
In addition, similar to all other systems in certificate
management transparency category, it does not need users
to be involved.



o Weakness
A weakness of CIRT is that it can only detect attacks that
use fake certificates; it cannot prevent them. Also, since
CIRT was proposed for email applications, it does not
support the multiplicity of log maintainers that would be
required for web certificates.

5) Attack Resilient Public-Key Infrastructure: Attack Re-
silient Public-Key Infrastructure (ARPKI) [61] is an improve-
ment on AKIL. In ARPKI, a client can designate n service
providers (e.g. CAs and log maintainers), and only needs
to contact one CA to register her certificate. Each of the
designated service providers will monitor the behaviour of
other designated service providers. As a result, ARPKI pre-
vents attacks even when n — 1 service providers are colluding
together, whereas in AKI, an adversary who successfully
compromises two out of three designated service providers
can successfully launch attacks [61].

o Strength
ARPKI is the first formally verified log-based PKI sys-
tem. Its security properties are proved by using a pro-
tocol verification tool called Tamarin prover [71]. The
verification uses several abstractions during modelling.
For example, they represent its underlying log structure
(a Merkle tree) as a list.

o Weakness
The weakness of ARPKI is that all n designated service
providers have to be involved in all the processes (i.e.
certificate registration, confirmation, and update), which
would cause considerable extra latencies and the delay of
client connections.

6) Distributed Transparent Key Infrastructure: Distributed
Transparent Key Infrastructure (DTKI) [62] is an improvement
on CIRT [60].

In DTKI, each domain owner has two types of keys — TLS
keys and a master key. Browsers only accept a certificate if it is
issued by the corresponding master key. Both master keys and
TLS keys are recorded in public auditable logs. So dishonest
CAs and log maintainers cannot issue fake certificates for a
domain unless they have the corresponding master key.

To support multiple logs, DTKI has two different types of
log maintainers, namely certificate log maintainers (CLMs)
and the mapping log maintainer (MLM). Each CLM maintains
a database of all certificates for a particular set of domains
for which it is responsible. DTKI does not fix the set of
certificate logs, but the MLM is unique. The MLM maintains
association between certificate logs and the domains they are
responsible for. So an internet user can query the MLM for
the association, and query the corresponding CLM for the
certificate of the target domain. All log maintainers are not
required to be trusted, as they behave transparently, and can
provide the same set of efficient proofs as in CIRT. Similar to
CIRT, the consistency between logs are verified by user side
random verification, and the behaviours of all trusted parties
are efficiently verifiable.

The complex data structure in systems like CIRT and DTKI
prevents them to use the verification method proposed for
ARKEPI, as the method requires abstractions on the underlying

log data structure. To bridge this gap, in DTKI, the underlying
log structure of DTKI is formalised, and the properties of log
structures are formally proved. Then, the security property of
the protocol is proved by using Tamarin prover.

o Strength
It is the first system which allows all parties to collude
together, while is still able to prevent MITM attacks using
mis-issued certificates rather than merely detect them. It
formalises its underlying log data structure, and formally
proved its security properties also by using Tamarin
prover. DTKI requires a single global mapping log server,
which might imply a monopoly. However, the mapping
log is a lightweight governing party, is not required to
be trusted, is not involved in every day communications,
and it does not directly manage certificates for sites. So,
DTKI provides anti-oligopoly at some level.

o Weakness
The weakness of DTKI is that it adds extra latency com-
pared to other systems, its complexity make it difficult
to be deployed, and it suffers the same problem of SK,
namely a domain owner who loses the sovereign key also
loses the ability to switch to new operational keys until
the SK expires.

V. OBSERVATIONS

Based on the above analysis, we observed the advantage
and weakness in each category. This section discusses the ob-
servations based on different perspectives, i.e. on the property
perspective and on the system perspective. In addition, this
section summarises our observation regarding to the leading
proposals in Table II.

A. Property Perspective

We summarise our observations on different system cate-
gories according to the perspective of identified properties.

Trust agility

The current CA model does not provide this feature, since any
compromised CA can issue valid certificates for any domain
server. Similarly, systems in the category of Scope restriction
also do not provide this feature, because they merely restrict
the set of domains that CAs can issue certificates for. Most
systems in difference observation offer this feature, as any
one can be a notary server, and users can select which notary
servers they want to trust, and any notary server will not be
influenced by other notary servers.

Anti-oligopoly

Systems in the category of difference observation normally
provide this feature, as the number of observers are not fixed.
In addition, the certificate verification result relies on the out-
of-band checking through a different path. So, as far as the
observed certificates are the same one, the client will accept
it. Thus, the role of CA is minimised.
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Offline verification

In the current CA model, clients only need to verify the
validity of the received certificate. So, it satisfies offline
verification. Systems in the category of scope restriction also
provide this feature, as the way they work is similar to the
current CA model, but with some restrictions.

Most systems in the category of certificate management
transparency offer this feature as well, because in these sys-
tems the proofs to be verified about a certificate are provided
together with the certificate. In contrast, most systems in
the difference observation category don’t offer this feature,
because with these systems, clients have to make additional
connections to verify the certificates they obtained.

Built-in key revocation

Most systems in the category of difference observation and
scope restriction do not provide this feature. Most systems in
the category of certificate management transparency do offer
this feature. For example, CIRT proposed a way to manage
certificate revocation by using an advanced log structure;
and AKI and ARPKI manage certificate revocation by only
recording the latest certificates of domains in their logs.

Multiple certificate support

The current CA model offers this feature. Systems in the
category of difference observation generally don’t provide this
feature. Because when clients see different certificates of the
same website from different paths or observers, a warning will
be displayed to clients even if the received certificates are
all genuine. Systems in the category of scope restriction and
certificate management transparency provide this feature.

Timely key verification

Systems in difference observation are likely to not provide this
feature, as the observers might not be always up to date with
all domains.

First connection protection

Systems such as Certificate Patrol, Certlock, and TACK in
difference observation do not provide this feature, because they
verify the certificate based on what has been observed in the
previous connections.

Denial of service (DoS) attack protection

The CA model offers this feature. All systems in the category
of scope restriction and most systems in the category of
certificate management transparency provide this feature as
well. However, some systems in difference observation require
out-of-band observation, so they will not provide this feature,
as the verification server can be blocked.

Use of mis-issued certificate prevention

All systems in difference observation, and some systems in the
category of certificate management transparency, provide this
feature. In contrast, systems in the category of scope restriction
do not provide this feature if the mis-issued certificate is issued
by a CA who is authorised for the victim domain. For example,
DANE cannot prevent MITM attacks when the fake certificate
used by an attacker is issued by the parent domain of the victim
domain.

Use of mis-issued certificate detection
All systems in difference observation and in certificate man-
agement transparency provide this feature.

B. System Perspective

As shown in the table, systems in the category of difference
observation provide better trust-related features. However, they
can have difficulties to provide a better availability, because
the observer might not have the latest update, the systems in
general do not provide an effective key revocation manage-
ment, and they require user involvement to make decisions.
Moreover, they can suffer from DoS attacks on the observers.

Systems in the category of scope restriction provide better
usability and availability. However, they have only restricted
the power of each trusted parties, but internet users still need
to trust them. This can limit the damage from attacks launched
by malicious CAs, but cannot completely solve the problem.

Systems in the category of certificate management trans-
parency provide better security and availability. However, anti-
monopoly might be a problem for these systems. DTKI shows
the possibility of providing anti-monopoly, but it still needs
lightweight governing party. It is desired to provide a fully
distributed system and still be able to remove the need of
trusted parties.

All proposed systems have different advantages compared
to the current PKI, and they are trying to solve different
problems. However, none of them is satisfactory of being
a replacement of the current PKI, as the authors were not
concerned with all desired features while designing web PKI
alternatives.

VI. CONCLUSION

The production, processing and consumption of big data
requires that all the agents involved in those operations can
authenticate each other reliably. Unfortunately, authentication
of servers and services on the Internet is a surprisingly hard
problem. The classical CA model that we have been relying
upon for 20 years is no longer adequate.

We reviewed solutions proposed, and divided them into
three categories. Of the three categories, the last one, based
on transparent public logs, has had the most success in
the real world. Unfortunately, the version of this idea being
implemented by Google doesn’t handle revocation, and doesn’t
properly allow a multiplicity of log maintainers. We have
reviewed solutions that do allow these additional features, and
we think that those solutions are the most comprehensive so
far.

We hope our evaluation framework will help the ongoing
research on web certificate management alternatives.
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